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Customization of a Severity of Illness Score
Using Local Electronic Medical Record Data

Joon Lee, PhD1 and David M. Maslove, MD, MS, FRCPC2

Abstract
Purpose: Severity of illness (SOI) scores are traditionally based on archival data collected from a wide range of clinical settings.
Mortality prediction using SOI scores tends to underperform when applied to contemporary cases or those that differ from the
case-mix of the original derivation cohorts. We investigated the use of local clinical data captured from hospital electronic medical
records (EMRs) to improve the predictive performance of traditional severity of illness scoring. Methods: We conducted a
retrospective analysis using data from the Multiparameter Intelligent Monitoring in Intensive Care II (MIMIC-II) database, which
contains clinical data from the Beth Israel Deaconess Medical Center in Boston, Massachusetts. A total of 17 490 intensive care
unit (ICU) admissions with complete data were included, from 4 different service types: medical ICU, surgical ICU, coronary care
unit, and cardiac surgery recovery unit. We developed customized SOI scores trained on data from each service type, using the
clinical variables employed in the Simplified Acute Physiology Score (SAPS). In-hospital, 30-day, and 2-year mortality predictions
were compared with those obtained from using the original SAPS using the area under the receiver–operating characteristics
curve (AUROC) as well as the area under the precision-recall curve (AUPRC). Test performance in different cohorts stratified by
severity of organ injury was also evaluated. Results: Most customized scores (30 of 39) significantly outperformed SAPS with
respect to both AUROC and AUPRC. Enhancements over SAPS were greatest for patients undergoing cardiovascular surgery and
for prediction of 2-year mortality. Conclusions: Custom models based on ICU-specific data provided better mortality prediction
than traditional SAPS scoring using the same predictor variables. Our local data approach demonstrates the value of electronic
data capture in the ICU, of secondary uses of EMR data, and of local customization of SOI scoring.

Keywords
critical care, clinical outcome prediction, severity of illness index, electronic medical records, data mining

Introduction

Severity of illness (SOI) scores are widely used in critical care as

standardized expressions of the likelihood of poor outcomes.

While SOI scores can be used in the management of individual

patients, they are most often used in research and administrative

tasks. The SOI scores can be descriptive when conveying the aver-

age severity of illness in a cohort of patients for the purpose of

comparing them with other similar cohorts. The SOI scores can

also be prescriptive, in providing an expected mortality rate that

can be used to benchmark intensive care unit (ICU) or hospital per-

formance in the setting of mandatory reporting or quality improve-

ment initiatives. In these latter scenarios, scoring accuracy is

crucial as there may be significant consequences related to unfa-

vorable observed to expected mortality ratios in the ICU setting.

Frequently used SOI scores in critical care include the Acute

Physiology and Chronic Health Evaluation (APACHE) scoring sys-

tem, the Simplified Acute Physiology Score (SAPS), and the Mor-

tality Probability Model (MPM). A number of additional scores are

used mainly to provide a standardized measure of organ dysfunction

in critical illness. These include the Logistic Organ Dysfunction

Score (LODS), the Multiple Organ Dysfunction Score (MODS),

and the Sequential Organ Failure Assessment (SOFA), all of

which are intended to be more descriptive than predictive. Most

SOI scores exhibit adequate discrimination, in that they accu-

rately distinguish patients at high risk of death. A score is well

calibrated if it discriminates across a range of diagnoses, risk

strata, geographic settings, and patient populations.

Achieving adequate calibration is challenging due to the

problem of overfitting—the tendency of a model trained on

1 set of data to underperform when applied to more general
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cases. This occurs with SOI scores for a variety of reasons. First,

SOI scores are developed and initially validated on archival data

sets that in many cases are out of date and therefore do not accu-

rately reflect modern practices. The APACHE III, SAPS, and

MPM II scores, for example, are based on data derived from

patients cared for as long ago as the late 1980s and early

1990s.1 Scores thus derived can be updated based on new data

but will invariably become outdated as ICU case-mix changes

and as advances in critical care begin to affect outcomes. Sec-

ond, many SOI scores have been developed using data from spe-

cific geographic regions. The APACHE II score, one of the most

widely used worldwide, was developed from data collected in

the ICUs of 13 hospitals in the United States, most of which were

mixed medical/surgical ICUs.2 Finally, variations in case-mix

can have a substantial effect on the performance of SOI scores,

such that scores developed in one type of critical illness cannot

be used in others. For example, the use of general ICU SOI

scores such as the SAPS, APACHE, and MPM scores is discour-

aged in populations that were excluded from their development

and in which they have not been validated, typically cardiovas-

cular surgery and burn patients, among others.3

Efforts to mitigate these effects generally adopt one of a few

basic strategies (Table 1); the first involves using disease-

specific scores that have been developed and validated for use

in a particular clinical condition. Examples include the CURB-

65 score for community-acquired pneumonia,5 the Model for

End-Stage Liver Disease (MELD),4 and the Sepsis Severity

Score.6 The disease-specific approach is limited by the need

to develop, validate, maintain, and properly deploy numerous

individual scores based on the clinical scenario at hand. This

can be particularly problematic when SOI is being modeled for

administrative tasks involving large numbers of patients or

where the choice of score might be based on diagnoses that lack

certainty.

Expanding SOI score complexity in the form of additional

clinical features has also been used to improve performance.

The APACHE III, for example, includes 78 diagnostic cate-

gories as a means of tailoring estimates of risk to specific

diseases.9 The APACHE IV includes even greater detail regard-

ing the circumstances surrounding ICU admission as well as a

separate scoring system for patients undergoing cardiac bypass

surgery. This strategy includes features of a dedicated score

for individual conditions. One drawback to this approach is the

need to collect greater amounts of clinical data—often at greater

cost—for both the development of the score itself and its appli-

cation in individual cases. Although scores that use only struc-

tured physiologic variables can be more reliably recapitulated

from archival data, retrospective calculation of these more com-

plex scores may require natural language processing to extract

the necessary data from unstructured text.

A third strategy involves customization of the scoring

model used to suit the target population in which it is used.7

First-level customization refers to adjusting the logistic

regression (LR) equation in which the calculated score is the

independent variable (e.g., scores calculated based on the

original APACHE II scoring system), and the target popula-

tion mortality measure is the dependent variable. In second-

level customization, the LR equation that generates the score

itself is relearned using the same covariates as in the original

score (eg, the raw covariates that comprise the original

APACHE II scoring system), and using the target population

mortality as the dependent variable. These methods have been

shown to be of some value in improving discrimination and

calibration.2,3

Table 1. Tactics to Improve Discrimination and/or Calibration of Severity of Illness Scores.

Tactic Example Limitations

Disease-specific score MELD,4 CURB-65,5 Sepsis Severity Score6 Multiple scores need to be developed, validated,
maintained, and deployed

Add additional features APACHE III, APACHE IV Increased complexity, increased cost of data
acquisition, greater risk of missing data

Adjust logit function7 First-level customization involves developing a new logistic
regression score using the logit-transformed original
prediction score as the independent variable and the
chosen mortality measure in the target population as the
dependent variable

Requires customization to each individual population
in which they are deployed

Second-level customization involves fitting an entirely new
logistic regression model using all the predictors used in
the score, with the chosen mortality measure in the
target population as the dependent variable

Use a different model Support vector machine, decision tree, neural network,
random forest

Requires machine learning expertise, often difficult
to clinically interpret the resulting model

Adjust training data Train the scoring model using a more general patient
population (eg, SAPS 3)8

Requires extensive data collection and complex
model development

Train the scoring model using a more specific patient
population (eg, local EMR data)

See Discussion section

Abbreviations: APACHE, Acute Physiology and Chronic Health Evaluation; EMR, electronic medical record; SAPS, Simplified Acute Physiology Score; MELD,
Model for End-Stage Liver Disease.
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Fourth, an extension of the third strategy mentioned earlier

is to build a non-LR model using the same clinical features as

used in the original SOI score. Examples of other models

include support vector machines, neural networks, decision

trees, and random forests. This approach requires expertise in

machine learning and may result in models that are more diffi-

cult to interpret in a clinical context.

Finally, the performance of SOI scores in the ICU can be

enhanced by altering the data on which the model is trained

(ie, training data). This most often involves the use of a more

diverse population of patients in an attempt to increase the

number of clinical scenarios and locales in which the score can

be used. The MPM II, for example, is based on data obtained

from 12 countries in order to better represent geographic varia-

tions in practice,3,10 while SAPS III was developed using data

derived from more than 300 ICUs worldwide.5,11 This strategy

is limited by the substantial data collection needed as well as

the added complexity of region-specific model development.

Even with region-specific equations for its use, calibration of

the SAPS III score remains suboptimal.4,11

In this study, we investigated an alternate method in which

training data are derived from more specific—rather than more

general—patient populations. This approach, previously lim-

ited by small sample sizes, is increasingly viable as the imple-

mentation of electronic medical records (EMRs) becomes more

widespread. In theory, an EMR-enabled SOI scoring system

has the capacity to overcome a number of limitations. As data

are continuously collected and stored, the data repository avail-

able for model development is fully up to date. Moreover, EMR

data better reflect case-mix and care practices at the local

(ie, health region or city) or even ‘‘hyperlocal’’ (ie, individual

hospital or ICU) levels. Automated data capture also ensures

that larger cohorts are described in greater detail.

Materials and Methods

Patient Data

The patient data for this study were extracted from the

Multiparameter Intelligent Monitoring in Intensive Care II

(MIMIC-II) database.6,12 The MIMIC-II is a public database that

contains ICU data from 29 149 adult ICU stays (version 2.6) at

the Beth Israel Deaconess Medical Center (BIDMC) in Boston,

Massachusetts. The MIMIC-II contains data from all ICU admis-

sions at BIDMC between 2001 and 2008. The MIMIC-II is a one

of a kind database with rich clinical data including vital signs

recorded as often as every 10 to 15 minutes, laboratory test

results 1 to 4 times a day, hourly urine output measurements,

and hourly fluid input/output volumes. The MIMIC-II also

contains daily SAPS9,13 and SOFA7,14 scores, Elixhauser

comorbidity scores,15 radiology reports, nursing notes, dis-

charge summaries, ICU and hospital lengths of stay, and

out-of-hospital mortality data.

All adult ICU stays with complete data (as per the predictor

and outcome variables described in the ensuing section) from

the following 4 ICU service types were included in this study:

medical ICU (MICU), surgical ICU (SICU), coronary care unit

(CCU), and cardiac surgery recovery unit (CSRU). The ICU

stays with missing data were excluded. Because MIMIC-II is

a deidentified, public database, the need to obtain informed

consent or research ethics approval has been waived.

Predictor and Outcome Variables

We used the SAPS score16 as a benchmark generic SOI score,

largely due to the fact that it was readily available in MIMIC-II

and calculation of more modern scores such as SAPS II or

APACHE II would require manual review of a very large cor-

pus of free-text notes that would be prohibitively expensive. In

order to make a fair comparison between SAPS and predictive

models based on hyperlocal data, we used only the variables in

the original SAPS score as predictors in the hyperlocal models.

We extracted the following ‘‘SAPS variables’’ from the first

24 hours in the ICU (SAPS is calculated at the end of the first

24-hour period in the ICU): age, heart rate, systolic blood pres-

sure, body temperature, spontaneous respiratory rate, the use of

mechanical ventilation, the use of Continuous Positive Airway

Pressure (CPAP), total urinary output, blood urea nitrogen,

hematocrit, white blood cell count, serum glucose, serum

potassium, serum sodium, serum HCO3, and Glasgow Coma

Scale (GCS). The SAPS incorporates the worst value from the

first 24 hours, which for most variables is either the maximum

or the minimum value. We therefore extracted the maximum

and minimum values for all variables except age, the use of

mechanical ventilation or CPAP, total urinary output, and GCS.

Since lower GCS scores indicate worse patient conditions, only

the minimum GCS score was extracted.

Since the original SAPS was correlated with in-hospital

mortality, we also targeted in-hospital mortality as the outcome

of interest to facilitate a fair comparison. However, in order to

assess how well SAPS and the hyperlocal models can be

adapted to predicting long-term mortality using the same orig-

inal SAPS covariates but based on local data, 30-day and 2-year

mortality (postdischarge from the hospital) were studied as

well. All data were extracted from MIMIC-II in Structured

Query Language (SQL) using Oracle SQL Developer (version

3.2.09).

Hyperlocal Cohorts

Using the SAPS variables, we trained separate custom LR

models for the entire MIMIC-II cohort as well as the 4 ICU ser-

vice types. Only the data from the corresponding cohort were

utilized to create the models. In addition, we trained separate

LR models for 2 SOI strata of equal size within each service

type. We used SOFA scores to divide each service type cohort

into the 2 strata: ‘‘high SOFA’’ and ‘‘low SOFA.’’ The SOFA

was an appropriate choice for this stratification because it is

more of a descriptive SOI than a prescriptive one and also

because SOFA and SAPS are the only SOI scores readily avail-

able in MIMIC-II. The purpose of this subcohort analysis was

to further evaluate calibration across not only service types but

Lee and Maslove 3

 at QUEENS UNIV LIBRARIES on June 29, 2015jic.sagepub.comDownloaded from 

http://jic.sagepub.com/


levels of illness severity as well. Thus, in total, we trained 13

hyperlocal LR models (entire MIMIC-II, all patients in each

of the 4 service types, and 2 SOFA strata within each service

type) for each of the 3 mortality outcomes.

Predictive Modeling and Performance Evaluation

For all predictive models, we used 10-fold cross-validation to

quantify performance, which rotated through 10 randomly

shuffled partitions and utilized each partition as test data at a

time while the remaining 9 partitions were used for training.

The models were trained and evaluated using only the data

from a particular cohort. We evaluated predictive performance

by calculating the area under the receiver–operating char-

acteristic curve (AUROC) as well as the area under the

precision-recall curve (AUPRC). The AUPRC is an informa-

tive performance measure for binary classification that comple-

ments AUROC for skewed data sets such as the one used in this

study (most mortality rates were much less than 50%).17 This is

because precision, also known as positive predictive value, is

naturally low for data sets with a low prevalence of positive

cases, such that a high AUROC can be achieved by focusing

on the majority negative cases. It has been formally shown that

predictive models that optimize AUROC do not necessarily

optimize AUPRC.17 Similar to AUROC, AUPRC values range

from zero to 1, where 1 indicates perfect prediction; however,

random guessing does not achieve an AUPRC of 0.5 for

skewed data sets. In order to mitigate the effects of the skewed

data set in this study, the 10-fold cross-validation incorporated

stratified sampling to ensure that the ratio between the positive

cases (death) and the negative cases (survival) in each fold was

similar to that in the entire cohort.

We evaluated the calibration of each predictive model using

the Hosmer-Lemeshow test.18 Because 10 different values of the

Hosmer-Lemeshow test statistic were calculated for each model

from the 10-fold cross-validation, we used 1-sided 1-sample

t tests to assess whether the test statistic values were significantly

less than the threshold in the Hosmer-Lemeshow test corre-

sponding to a significance level of P < .05.

For predictions using SAPS, we created a single-covariate

LR model for each cohort to logit-transform the original

SAPS scores (ie, first-level customization under ‘‘Adjust logit

function’’ in Table 1). For performance comparisons between

SAPS and the hyperlocal models, we compared the AUROC

and AUPRC values from the 10-fold cross-validation using

2-sided, 2-sample t tests with a significance level of P < .05.

In addition, performance comparisons in terms of the level

of cohort locality were conducted to test whether predictive

performance improved as more specific cohorts were targeted.

Specifically, 2-sided, 2-sample t tests were conducted at a sig-

nificance level of P < .05 to compare (1) the entire MIMIC-II

and service-specific models, (2) the entire MIMIC-II and risk-

specific models within each service type, and (3) the service-

specific and risk-specific models within each service type. All

predictive modeling and performance evaluation were carried

out in R (version 3.1.0).

Results

Of the 29 149 ICU stays examined, 17 490 had complete data

and were analyzed in this study. Table 2 summarizes the char-

acteristics of the patient cohort in terms of some of the SAPS

variables, stratified by service type. Comparable numbers of

ICU stays were extracted from MICU, SICU, and CSRU, while

there were fewer ICU stays from CCU. Overall, different ser-

vice types were associated with distinct clinical characteristics.

Although CSRU patients exhibited the highest use of mechan-

ical ventilation or CPAP, as well as the highest SAPS and

SOFA scores, their mortality rates were the lowest.

Figure 1 visually compares the in-hospital mortality predic-

tion performances of SAPS and the hyperlocal models. In terms

of AUROC, the hyperlocal models significantly outperformed

SAPS in all cohorts except CCU-high SOFA and CSRU-high

SOFA (P < .05). With respect to AUPRC, the hyperlocal mod-

els resulted in better predictive performance than SAPS in all

MICU and CSRU cohorts as well as in the entire MIMIC-II

population. The performance gains were especially large in the

CSRU in general. For the entire MIMIC-II population, custom

Table 2. Patient Cohort Characteristics in Terms of SAPS Variables.

MICU SICU CCU CSRU

N 5819 5198 2144 4329
Age, years 64.51 (17.96) 60.84 (18.96) 69.92 (14.15) 65.99 (13.18)
Mechanical ventilation or CPAP, % 44.48 55.73 32.46 90.18
SAPS 14.00 (5.01) 13.68 (5.11) 12.64 (5.14) 16.87 (4.32)
SOFA 5.91 (4.03) 5.51 (3.75) 4.74 (3.94) 8.30 (3.07)
Mortality (%)

In-hospital 17.73 12.39 11.01 2.84
30 day 23.56 15.14 14.55 4.04
2 year 43.82 28.38 30.27 11.69

Abbreviations: HR, heart rate; SBP, systolic blood pressure; RR, respiration rate; GCS, Glasgow Coma Scale; HCT, hematocrit; WBC, white blood cell count;
BUN, blood urea nitrogen; CPAP, continuous positive airway pressure; SAPS, Simplified Acute Physiology Score; SOFA, Sequential Organ Failure Assessment;
ICU, intensive care unit.
a Maximum and minimum values are from the first 24 hours in the ICU. Numeric values are shown in mean (standard deviation).
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scoring achieved an AUROC and AUPRC of 0.784 [0.013] and

0.338 [0.022] (mean [standard deviation]), respectively, which

significantly outperformed SAPS which resulted in an AUROC

and AUPRC of 0.686 [0.020] and 0.250 [0.030], respectively.

Figure 2 shows the 30-day mortality prediction performances

of SAPS as well as the different hyperlocal models tested. Almost

all hyperlocal models (11 of 13) significantly outperformed

SAPS with respect to both AUROC and AUPRC (most

Figure 1. In-hospital mortality prediction performance in hyperlocal cohorts. ‘‘SAPS’’ is the original SAPS scores logit-transformed using
corresponding cohort data in MIMIC-II, whereas ‘‘custom’’ represents custom LR models trained on SAPS variables extracted from corre-
sponding cohorts in MIMIC-II. All performance measures are shown as the mean of a 10-fold cross-validation, with error bars showing stan-
dard deviation. Dotted line shows the mean AUROC and AUPRC for traditional SAPS scoring in the undifferentiated MIMIC-II population
studied. Custom models significantly outperformed SAPS in all cohorts (P < .05) with the exception of CCU-High SOFA and CSRU-High
SOFA with respect to AUROC as well as of all SICU and CCU cohorts with respect to AUPRC. Significant differences (P < .05) indicated by
asterisks. SAPS indicates Simplified Acute Physiology Score; SOFA, Sequential Organ Failure Assessment; AUROC, area under the receiver–
operating characteristic curve; AUPRC, are under the precision-recall curve; ICU, intensive care unit; MICU, medical ICU; SICU, surgical
ICU; CCU, coronary care unit; CSRU, cardiac surgery recovery unit; MIMIC-II, Multiparameter Intelligent Monitoring in Intensive Care II.
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significant P values <.01); only the SICU-all and CCU-high

SOFA hyperlocal models failed to outperform SAPS in terms

of AUPRC. Similar to in-hospital mortality prediction, the perfor-

mance gains were particularly pronounced in the CSRU. For the

entire MIMIC-II, the custom models achieved an AUROC and

AUPRC of 0.775 [0.011] and 0.390 [0.039], respectively, which

significantly outperformed SAPS which achieved an AUROC

and AUPRC of 0.660 [0.020] and 0.276 [0.032], respectively.

Figure 2. Thirty-day mortality prediction performance in hyperlocal cohorts. ‘‘SAPS’’ is the original SAPS scores logit-transformed using
corresponding cohort data in MIMIC-II, whereas ‘‘custom’’ represents custom LR models trained on SAPS variables extracted from corre-
sponding cohorts in MIMIC-II. All performance measures are shown as the mean of a 10-fold cross-validation, with error bars showing stan-
dard deviation. Dotted line shows the mean AUROC and AUPRC for traditional SAPS scoring in the undifferentiated MIMIC-II population
studied. Custom models significantly outperformed SAPS in all cohorts (P < .05) with the exception of SICU-All and CCU-High SOFA with
respect to AUPRC. Custom models significantly outperformed SAPS in all cohorts. Significant differences (P < .05) indicated by asterisks.
SAPS indicates Simplified Acute Physiology Score; SOFA, Sequential Organ Failure Assessment; AUROC, area under the receiver–operating
characteristic curve; AUPRC, are under the precision-recall curve; ICU, intensive care unit; MICU, medical ICU; SICU, surgical ICU; CCU,
coronary care unit; CSRU, cardiac surgery recovery unit; MIMIC-II, Multiparameter Intelligent Monitoring in Intensive Care II.
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Figure 3 illustrates the 2-year mortality prediction per-

formances. All hyperlocal models significantly outperformed

SAPS (all AUROC and AUPRC P values were <.02). Again,

the hyperlocal models improved on SAPS most drastically in

the CSRU. The improvement in performance was generally

more pronounced in 2-year mortality prediction compared

to in-hospital or 30-day mortality prediction. For the entire

MIMIC-II, custom scoring achieved an AUROC and

AUPRC of 0.762 [0.008] and 0.564 [0.014], respectively,

which significantly outperformed SAPS that achieved an

Figure 3. Two-year mortality prediction performance in hyperlocal cohorts. ‘‘SAPS’’ is the original SAPS scores logit-transformed using cor-
responding cohort data in MIMIC-II, whereas ‘‘custom’’ represents custom LR models trained on SAPS variables extracted from corresponding
cohorts in MIMIC-II. All performance measures are shown as the mean of a 10-fold cross-validation, with error bars showing standard deviation.
Dotted line shows the mean AUROC and AUPRC for traditional SAPS scoring in the undifferentiated MIMIC-II population studied. Custom
models significantly outperformed SAPS in all cohorts (P < .05) indicated by asterisks. SAPS indicates Simplified Acute Physiology Score; SOFA,
Sequential Organ Failure Assessment; AUROC, area under the receiver–operating characteristic curve; AUPRC, are under the precision-recall
curve; ICU, intensive care unit; MICU, medical ICU; SICU, surgical ICU; CCU, coronary care unit; CSRU, cardiac surgery recovery unit;
MIMIC-II, Multiparameter Intelligent Monitoring in Intensive Care II.
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AUROC and AUPRC of 0.605 [0.011] and 0.395 [0.011],

respectively.

The results of the Hosmer-Lemeshow tests indicated that all

predictive models for all mortality outcomes were calibrated.

The comparisons among the 3 different levels of cohort locality

(entire MIMIC-II vs service types vs high- and low-SOFA

within each service type) showed that AUROC improved sig-

nificantly going from the entire MIMIC-II cohort to the indi-

vidual service types for in-hospital (P ¼ .006) and 30-day

mortality (P ¼ .012). All other comparisons, for all mortality

outcomes, did not reach statistical significance.

Discussion

The SOI scores are frequently used in critical care to estimate

the probability of a poor outcome, to provide a measure of

overall severity of illness in a given cohort of patients, and to

calculate standardized mortality ratios. While SOI discrimina-

tion tends to be excellent at the general population level, most

models show poor calibration due to sampling bias, temporal

bias, and variations in case-mix compared to the derivation

cohort. Efforts to improve calibration tend to focus on custo-

mization of the logistic regression models used to develop

scores or the use of a larger pool of training data that includes

a wider range of patient presentations and clinical settings.

While these methods have in some cases produced incremen-

tal gains, there are trade-offs in terms of score complexity and

cost of development.

We explored the potential of local EMR data to support the

development of custom predictive models with better overall

performance, among different patient populations and risk

strata. Our results show that training predictive models using

local EMR data can yield significantly better predictive perfor-

mance compared to models trained on archival data from a

variety of heterogeneous settings. Given the increasing preva-

lence of EMR systems, these findings suggest possible alterna-

tives to estimating mortality risk in the ICU for administrative,

research, and clinical tasks.

In general, the 2-year mortality prediction performances

resulted in lower AUROCs and higher AUPRCs than the corre-

sponding in-hospital or 30-day mortality prediction perfor-

mances, due to the fact that the 2-year mortality rates were

higher than the other shorter term mortality rates, leading to

less skew in the data. By the same reasoning, the high-SOFA

performances tended to exhibit lower AUROCs and higher

AUPRCs than the corresponding low-SOFA performances.

While the use of local data enhanced performance in each

type of ICU included in our study, the findings were most pro-

nounced in the CSRU, a unit populated mostly by cardio-

thoracic surgery patients. Predicting mortality in this group is

often challenging, in part because patients tend to spend a sig-

nificant portion of their stay intubated and sedated (leading to

low GCS). While these 2 practices tend to predict high mortal-

ity in a general ICU population, they may not portend bad out-

comes in postoperative cardiac surgery patients for whom their

use is routine. What’s more, SAPS was primarily designed for

MICU and SICU patients who usually exhibit different patient

characteristics than CSRU patients, including the fact that there

are more elective admissions in the CSRU than the other ser-

vice types (the original SAPS score does not account for type

of admission). Our results show that the use of hyperlocal train-

ing data from the CSRU enhanced predictive performance con-

siderably and suggest that building customized models at the

hyperlocal level can automatically incorporate the unique rela-

tionships between covariates and clinical outcomes in the spe-

cific cohort. As in the case of our hyperlocal LR model for

CSRU, most models will appropriately deemphasize the

weights of noncontributory features, based on their correlation

with outcomes in the training data (in this case both the use of

mechanical ventilation and GCS).

The strengths of our study include the large sample size

made available by the MIMIC-II database, the 3 mortality out-

comes studied, and the inclusion of patients from different

types of ICUs. A weakness of our study is that it used data from

a single center and therefore requires validation in other set-

tings. While the data used are more current than those used

to derive traditional SOI scores, some ICU stays in MIMIC-II

date back as far as 2001. Including older stays increases sample

size and statistical power but also introduces older data that

may be less reflective of contemporary practices and case-

mix. Further work is required in order to better optimize the

trade-off between sample size and up-to-date training data.

Another possible weakness arises from the fact that the com-

parator SOI score used was the original SAPS score, which was

formulated more than 30 years ago and is seldom used today.

This score was chosen because of its ready availability in

MIMIC-II, which does not include any contemporary SOI

scores. Nonetheless, the use of this more primitive score actu-

ally highlights the value of our hyperlocal data-driven approach

in that good predictive performance was achieved using only

the 15 rudimentary features of the original SAPS score, with

no specific data incorporated regarding admission diagnosis

or comorbidities. In fact, the AUROCs of the hyperlocal mod-

els reported in this study are comparable to those obtained from

studies of ‘‘second-generation’’ SOI scores such as APACHE

II, SAPS II, and MPM II.9 This approach differs markedly from

that used by most contemporary SOI scores such as APACHE

III, APACHE IV, MPM-III, and SAPS III, all of which require

more detailed information about a patient’s comorbidities and

admitting diagnosis. These data may be unavailable or unreli-

able in many instances, especially when abstracted from large

electronic databases.

Although we excluded ICU stays with missing data, we

focused predominantly on physiologic and laboratory data that

were captured electronically and are likely to be missing at ran-

dom. This is especially true for the first 24 hours in the ICU

(which is the period from which data were extracted in the pres-

ent study) when most clinical variables tend to be checked to

assess the patient’s status. The degree of selection bias intro-

duced by these exclusions is therefore likely to be minimal.

Moreover, the primary objective of our study was to show that

hyperlocal data can be used to train better predictive models in
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specific cohorts, rather than to describe or analyze those

cohorts. The representativeness of the sample for the entire

MIMIC-II cohort is of less importance for this task. The exclu-

sion of ICU stays with missing data did limit our sample size,

but this effect was mitigated by a large starting sample size of

nearly 30 000 ICU stays.

Finally, the mortality prediction methods described in this

study require the ready availability of large-scale archival data,

in the form of a clinical data warehouse or database such as

MIMIC-II. While few hospitals currently collect and maintain

clinical data in this way, the proportion of institutions with

robust EMR systems is growing. Research into secondary uses

of EMR data, such as the use described here, is therefore

increasingly relevant.19 The increasing availability of these

data in numerous hospitals will lead to opportunities to use

local and hyperlocal data in the development of predictive

models.

Increasing level of cohort locality resulted in limited

improvement in mortality prediction performance. It is challen-

ging to conduct fair comparisons among specific cohorts since

different cohorts tend to exhibit varying sample sizes and

patient characteristics. In the present study, the fact that mortal-

ity rate varied substantially across the cohorts already had an

impact on both AUROC and AUPRC. Characterizing the rela-

tionship between predictive performance and cohort locality

while holding other factors constant is a meaningful avenue for

future work.

Traditional SOI scores based on archival data may still be

useful in characterizing disease severity across populations of

critically ill patients as well as when comparing performance

between ICUs. Our results suggest that the capacity to make

accurate mortality predictions may be enhanced with the avail-

ability of hyperlocal data. Specifically, our findings suggest that

hospitals or individual care units could derive better predictors of

mortality by developing custom SOI scores based on local data,

much as we demonstrated for BIDMC using MIMIC-II data. As

with any SOI score, the value of local, EMR-based customiza-

tion is likely to be in the area of quality reporting, administrative

tasks, and research, rather than clinical decision support for indi-

vidual patients. This improved predictive performance stands to

only benefit internal benchmarking over time, which is a key

component of hospital-based quality improvement initiatives.20

Our method can never be used to make comparisons between

ICU cohorts at different institutions, for which the training data

will be distinct, or to adjust for severity of illness in multicenter

clinical trials.

Our study was intended to ascertain the predictive value of

hyperlocal data per se and so was constrained to the same lim-

itations (ie, the same rudimentary clinical features) as the SAPS

scoring system in order to ensure a fair comparison. Greater

predictive performance is likely achievable from similar EMR

data when coupled with sophisticated feature selection and

machine learning algorithms. The MIMIC-II database has previ-

ously been used in this way, demonstrating enhanced predictive

performance in patients with acute kidney injury, those with sub-

arachnoid hemorrhage, and elderly patients undergoing cardiac

surgery.21 With an adequate number of training cases, such as

the large numbers made possible by widespread EMR imple-

mentation, even rare events might be accurately predicted. This

prospect is even further enhanced by newer methods based on

transfer learning in which closely matched data from a group

of hospitals are used to supplement local data being used in pre-

diction tasks at any one of the individual sites.22 Taken together,

these recent developments illustrate the great potential of elec-

tronic data captured from ICUs to contribute to an ‘‘Information

Commons’’ that can support research and practice in a continu-

ously learning health care system.23,24

The predictive algorithm training in this study was con-

ducted offline. Ideally, the EMR system at each hospital would

be supplemented by an automated decision support system

capable of continuously refining the predictive model with the

latest clinical data. Once combined with an intuitive, visual

user interface, such data-driven analytics will be key to seam-

lessly discovering and delivering useful SOI estimation.25

Conclusion

We used a large, granular ICU database from a single center to

show that custom SOI scores trained using local data resulted in

mortality prediction performance superior to conventional SOI

scores trained on data from other sites. The greatest enhance-

ments were in predicting mortality in postcardiovascular sur-

gery patients and in predicting long-term mortality. Models

based on local data performed more consistently across the

4 ICUs of the hospital studied as well as across severity strata.

These findings suggest that local data may be useful in formu-

lating more realistic observed to expected mortality ratios and

provide further justification for the widespread implementation

of EMRs with clinical data warehousing capability. Future

investigations will focus on determining the optimal balance

of sample size and contemporaneity of data as well as the utility

of other machine learning methods.
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